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Abstract001

Recent advances in Large Language Models002
(LLMs) have incentivized the development003
of LLM-as-a-judge, an application of LLMs004
where they are used as judges to decide the005
quality of a certain piece of text given a cer-006
tain context. However, previous studies have007
demonstrated that LLM-as-a-judge can be bi-008
ased towards different aspects of the judged009
texts, which often do not align with human010
preference. One of the identified biases is lan-011
guage bias, which indicates that the decision012
of LLM-as-a-judge can differ based on the lan-013
guage of the judged texts. In this paper, we014
study two types of language bias in pairwise015
LLM-as-a-judge: (1) performance disparity be-016
tween languages when the judge is prompted017
to compare options from the same language,018
and (2) bias towards options written in major019
languages when the judge is prompted to com-020
pare options of two different languages. We021
found that for same-language judging, there022
exist significant performance disparities across023
language families, with European languages024
consistently outperforming African languages,025
and this bias is more pronounced in culturally-026
related subjects. For inter-language judging,027
we observe that most models favor English an-028
swers, and that this preference is influenced029
more by answer language than question lan-030
guage. Finally, we investigate whether lan-031
guage bias is in fact caused by low-perplexity032
bias, a previously identified bias of LLM-as-033
a-judge, and we found that while perplexity is034
slightly correlated with language bias, language035
bias can not be fully explained by perplexity036
only.037

1 Introduction038

Large Language Models (LLMs) have demon-039

strated remarkable capabilities across a wide range040

of natural language processing tasks. One of the041

important applications of LLMs is LLM-as-a-judge.042

In this framework, LLMs are prompted to assess043
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Figure 1: Illustration of language bias in the same-
language judging and inter-language judging scenario.

the quality of text inputs, either by assigning scores 044

(pointwise), selecting the better option from a pair 045

(pairwise), or ranking multiple candidates (list- 046

wise) (Li et al., 2024). Pairwise LLM-as-a-judge 047

has attracted particular attention due to its natu- 048

ral alignment with applications such as automatic 049

model evaluation (Li et al., 2023b) and reinforce- 050

ment learning from AI feedback (Lee et al., 2024). 051

For these applications to be trustworthy, however, 052

the judge model must provide fair and unbiased 053

decisions that align well with human preferences. 054

Unfortunately, prior research has revealed that 055

LLM judges exhibit multiple types of systematic 056

biases that compromise their reliability (Zheng 057

et al., 2023; Ye et al., 2024; Wang et al., 2024; 058

Shi et al., 2025). One of them is language bias, 059

where LLMs are demonstrated to show undesired 060

preferences when given texts written in different 061
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languages. Specifically, several recent works (Fu062

and Liu, 2025; Doddapaneni et al., 2025; Padarha063

et al., 2025) have revealed that in a pointwise judg-064

ing scenario, LLMs can assign higher scores to065

answers written in higher-resource languages.066

Despite growing awareness of language bias,067

many critical questions remain unanswered. For068

example, first, existing studies have primarily ex-069

amined pointwise judging; the extent of language070

bias in pairwise comparison settings, where two071

options are directly compared, remains unclear.072

Second, it is unknown whether language bias is073

uniform across domains or more pronounced in074

subjects tied to cultural and linguistic contexts075

(such as history or social sciences) compared with076

language-agnostic domains like mathematics or077

physics. Third, it is yet unclear whether language078

bias can be attributed to low-perplexity bias (Pan-079

ickssery et al., 2024; Wataoka et al., 2025), a pre-080

viously identified bias of LLM-as-a-judge to favor081

answers with low perplexity. In other words, is082

language bias simply a special case where options083

in high-resource languages happen to have lower084

perplexity, and thus undesirably preferred by the085

judge model?086

In this paper, we present a comprehensive in-087

vestigation of language bias in pairwise LLM-as-088

a-judge. We study two distinct scenarios, shown089

in Figure 1: same-language judging, where both090

candidate answers are written in the same language,091

and inter-language judging, where the two answers092

are presented in different languages. For same-093

language judging, we examine performance dispar-094

ities across languages. For inter-language judging,095

we investigate whether models exhibit systematic096

preferences for answers written in high-resource097

languages. For both settings, we also study the fac-098

tors that affect the extent of language bias. Finally,099

we conduct an analysis to determine whether lan-100

guage bias can be reduced to low-perplexity bias.101

2 Related Works102

2.1 LLM-as-a-Judge103

Most previous works (Li et al., 2024) apply LLM-104

as-a-judge in three different forms: pointwise judg-105

ing, pairwise judging, and listwise judging. In106

this paper, we focus on pairwise judging, which is107

the process where the judge LLM is prompted to108

choose a better one from two candidate text inputs.109

Pairwise judging has drawn significant attention110

recently for its potential applications such as au-111

tomatic model evaluation (Li et al., 2023b; Zhao 112

et al., 2025), learning from AI feedback (Lee et al., 113

2024; Xu et al., 2024), etc. 114

A bottleneck of the application of pairwise 115

LLMs to broader application lies in their perfor- 116

mance, often measured by their correlation with 117

human preference. In light of this, some previous 118

works proposed expert models for LLM-as-a-judge, 119

such as Auto-J (Li et al., 2023a), JudgeLM (Zhu 120

et al., 2025), Prometheus (Kim et al., 2024a), 121

Prometheus-2 (Kim et al., 2024b), and multilin- 122

gual expert judge model M-Prometheus (Pombal 123

et al., 2025). Other previous works analyze the 124

cause of mismatch with human preferences, and 125

identify certain biases commonly observed in LLM- 126

as-a-judge. 127

2.2 Biases of LLM-as-a-Judge 128

Previous studies have identified a series of biases 129

in LLM-as-a-judge, which limit the accuracy and 130

potential application scope of the technique. For 131

example, position bias (Wang et al., 2024) is a well 132

known issue in pairwise LLM-as-a-judge, where 133

the judge LLM tends to unproportionately favor 134

the option at a certain position. 135

One line of previous research studies self- 136

preference bias (Panickssery et al., 2024), which 137

shows that LLMs tends to unfairly favor options 138

that are generated by themselves. Another previous 139

work (Wataoka et al., 2025) show that the favor of 140

the models’ own generations can be potentially gen- 141

eralized to the favor of low-perplexity options over 142

high-perplexity ones for the judge LLM. This indi- 143

cates that judge LLMs might favor the responses 144

that they are more “familiar” with rather than the 145

ones that are factually better. 146

Another type of bias in LLM-as-a-judge is lan- 147

guage bias. It has been shown that in a pointwise 148

LLM-as-a-judge setting where the judge model is 149

prompted to assign a score to a given input, the 150

judge model tends to assign lower scores to in- 151

puts written in low-resource languages (Fu and 152

Liu, 2025; Doddapaneni et al., 2025; Padarha et al., 153

2025; Faisal et al., 2025). However, a lot of ques- 154

tions remain unclear. For example, (1) whether 155

this phenomenon generalizes to pairwise LLM-as- 156

a-judge, (2) is this phenomenon more significant in 157

specific settings (e.g. in texts related to social or 158

cultural backgrounds compared with texts that are 159

cultural-agnostic such as mathematics or physics), 160

and (3) whether this phenomenon is another special 161

case of the low-perplexity bias described above. 162
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3 Experiment Settings163

3.1 Dataset164

In our experiments, we use the MMMLU165

dataset (OpenAI, 2024). MMMLU is a multilin-166

gual multiple-choice question answering bench-167

mark obtained by professionally translating the168

MMLU (Hendrycks et al., 2020) test set into 14 lan-169

guages. Specifically, 14 target languages span mul-170

tiple regions: Europe (DE, ES, FR, IT, PT), Asia171

(ZH, JA, KO, HI, BN, ID), the Middle East (AR)172

and Africa (SW, YO). Consequently, the dataset173

provides 14,042 parallel questions per language174

across 57 subjects. More details regarding dataset175

preprocessing are discussed in Appendix A.176

3.2 Compared Models177

In our experiments, we study the language bias178

of a series of LLMs when they are used as179

judges. The studied models include one closed-180

source model (GPT-5.1 (OpenAI, 2025)), three181

general open-source models (Qwen3-30B-A3B,182

Qwen3-235B-A22B (Team, 2025), Llama-3.3-183

70B-Instruct (Grattafiori et al., 2024)), one open-184

source model specifically designed for multilin-185

guality (Aya-expanse-32B (Dang et al., 2024)),186

and two expert LLM-as-a-judge models, including187

one general judge (Prometheus-8×7B-v2.0 (Kim188

et al., 2024a)) and one multilingual judge (M-189

Prometheus-14B (Pombal et al., 2025)). More de-190

tails regarding setup and hyperparameters of the191

models are in Appendix B.192

4 Same-Language Judging: Performance193

Disparities Between Languages194

In this section, we study how LLM-as-a-judge195

based on the tested LLMs perform when both an-196

swers are presented in the same language. Our goal197

is to investigate performance disparities across dif-198

ferent languages in pairwise LLM-as-a-judge eval-199

uation.200

4.1 Model and Language Performances201

We first measure the performance of all tested202

LLMs across all 15 languages in MMMLU. In or-203

der to factor out the effect of position bias, we204

conduct two experiments with swapped positions205

of the two compared answers, and report the aver-206

age accuracy of each model. The detailed prompt207

templates are shown in Appendix B. The results208

are shown in Figure 2. From the results, we can209

observe the following.210

Model performance strongly correlates with re- 211

gion of language. We observe that the languages 212

with highest average model performances are all 213

European languages (e.g. EN, IT), followed by 214

Asian languages (e.g. ZH, ID), and finally African 215

languages (SW, YO). This holds even for higher- 216

resource Asian languages like Japanese (JP) or Chi- 217

nese (ZH), compared with lower-resource Euro- 218

pean languages like Italian (IT) (Common Crawl, 219

2025). This indicates that other factors such as 220

proximity to English might be significant in the 221

models’ performance in pairwise LLM-as-a-judge, 222

other than the representations of languages in train- 223

ing data. 224

The relative performance ranking of the mod- 225

els remains consistent across all languages. For 226

all compared languages, among the open-source 227

models, the model with best performance is always 228

either Qwen3-235B-A22B or Llama3.3-70B, and 229

the model with worst performance is always either 230

Qwen3-30B-A3B or Prometheus2-8x7B. This in- 231

dicates that models that excel at same-language 232

pairwise LLM-as-a-judge often maintain their rela- 233

tive standing across all languages. 234

4.2 Effect of Question Language and Answer 235

Language 236

When evaluating multilingual content, language 237

bias can stem from two aspects: the language of 238

the question, or the language of the answer. In 239

this section, we investigate which of these two as- 240

pects contribute more to language bias in the same- 241

language comparison setting. Concretely, for each 242

target language in all languages other than English, 243

we conduct experiments with three different set- 244

tings: English question, English answer; English 245

question, target language answer; target language 246

question, English answer. For each setting, we 247

conduct two sets of experiments with flipped posi- 248

tions and report the average accuracy of each set- 249

ting. For convenience, we denote the accuracy of 250

the model under these three settings as AccEN,EN , 251

AccEN,TG, and AccTG,EN , respectively. We then 252

calculate the effect of question language and an- 253

swer language, defined as follows. 254

Question Effect = AccEN,EN − AccEN,TG (1) 255

256
Answer Effect = AccEN,EN − AccTG,EN (2) 257

Here, a positive Question Effect shows that trans- 258

lating the question language, from English into 259
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Figure 2: Same-language judging performance of tested models on MMMLU. Models are sorted by average
performance across all languages (top to bottom), languages are sorted by average performance across all models
(left to right).

other target languages, while keeping the answer260

in English will reduce the performance. Similarly,261

a positive score of Answer Effect shows the trans-262

lated answer while maintaining English Question,263

which will reduce the performance. The result of264

each effect reflects the relative contribution of the265

component to the overall language bias.266

The results are shown in Figure 3. We can see267

that for most languages and most tested models, the268

language of the answer is more important than the269

language of the question. The only exceptions are270

Llama3.3-70B and Qwen3-30B-A3B on Yoruba271

(YO) and Swahili (SW), where the models only272

have near-random performances.273

4.3 Effect of Question Subject274

As we discussed in Section 3.1, the MMMLU275

dataset contains 57 subjects, which can be divided276

into 17 subcategories. Each subcategory fall into277

one of the four categories: STEM, humanities, so-278

cial sciences, and others. In this section, we inves-279

tigate whether language bias is less significant for280

subjects that are not related to social or cultural281

backgrounds (e.g. mathematics) compared with282

those that are (e.g. culture).283

In order to compare language bias in different284

categories of subjects, we calculate the accuracy285

of each tested LLM and each language averaged286

over each subject subcategory. The results for287

Prometheus2-8x7B in Figure 4 and full results in288

Appendix C show that language bias is lower for289

STEM subjects, and higher for Humanities and290

Social Sciences. As shown in Figure 9, the sub-291

jects with highest language bias include Psychol- 292

ogy, Business, and Economics, which are all Social 293

Science or Humanities subjects. On the contrary, 294

the subjects with lowest language bias are math 295

and engineering. This indicates LLM-as-a-judge 296

shows less performance gap between languages 297

in questions that contain more language-invariant 298

information and less cultural- or social-related con- 299

text. 300

5 Inter-Language Judging: Bias Across 301

Option Languages 302

In this section, we evaluate the performance of 303

LLMs when facing answers in different languages 304

simultaneously, which reflects the real-world sce- 305

nario that LLM-as-a-judge must evaluate multilin- 306

gual content. 307

5.1 Inter-Language Performance 308

We first measure the performance of all com- 309

pared LLMs in the inter-language judging set- 310

ting. Specifically, in this setting, we consider the 311

case where the model is asked to choose from 312

an English answer and an answer in another lan- 313

guage. We perform four sets of experiments as 314

shown in Table 1. The prompt templates used 315

are shown in Appendix B. We conduct two ex- 316

periments for each setting with swapped positions 317

to factor out position bias, and report the average 318

accuracy of the LLM judge. The only exception 319

is GPT-5.1, where we only conduct experiments 320

with the original option order due to budget limit. 321
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Figure 3: Question Effect versus Answer Effect in same-
language judging. Points above the diagonal indicate
greater sensitivity to answer language; points below
indicate greater sensitivity to question language.

For simplicity, we denote the results of each set-322

ting with AccEN,EN✓, AccEN,TG✓, AccTG,EN✓,323

AccTG,TG✓, respectively. Here, AccEN,TG✓ indi-324

cates the accuracy on questions written in En-325

glish where the correct answer is in the tar-326

get language. The results are shown in Figure 5.327

We observe similar conclusions as in the same-328

language setting reported in Section 4.1. First,329

model performances are strongly correlated with330

region of language. Second, the relative perfor-331

mance of each model generally persist for all tested332

languages, though with some exceptions. For exam-333

ple, M-Prometheus-14B has the highest accuracy in334

English among open-source models, but relatively335

lower accuracies in other languages. This might336

be because the Prometheus models are finetuned337

on same-language comparison scenarios only, and338

therefore they’re less familiar with inter-language339

settings.340

5.2 Effect of Question Language and Answer341

Language342

In this section, we study the effect of question lan-343

guage and answer language on language bias under344

the inter-language setting. We use similar defini-345

Question Correct Answer Incorrect Answer

English English Target
English Target English
Target English Target
Target Target English

Table 1: Inter-language experiment configurations.

tions and setups as used in Section 4.2. The only 346

difference is that here we consider both when the 347

correct answer is in English or in the target lan- 348

guage. Concretely, we calculate the question effect 349

and answer effect as follows: 350

Question Effect =
1

2
[(AccEN,EN✓ − AccTG,EN✓)

+ (AccEN,TG✓ − AccTG,TG✓)]

(3)

351

Answer Effect =
1

2
[(AccEN,EN✓ − AccEN,TG✓)

+ (AccTG,EN✓ − AccTG,TG✓)]

(4)

352

The results are shown in Figure 6. From the re- 353

sults, we observe that for languages like Portuguese 354

(PT) or French (FR), the question effect is negative 355

for all the models. This indicates that when con- 356

ducting inter-language judging involving languages 357

that are comparatively lower-resource but not too 358

low-resource, having the question presented in the 359

target language might help the model perform bet- 360

ter. In contrast, the answer effect is mostly positive, 361

which means that the English answers is undesir- 362

ably preferred, regardless of whether they are truly 363

correct. 364

5.3 Answer Language Preference 365

From our experiment results, we can also study 366

the following question: is the LLM judge biased 367

towards choosing the English answer compared 368

with answers of other languages? Concretely, we 369

compute the preference of the model towards En- 370

glish answers under two circumstances: when the 371

question is in English (ENPrefEN ) and when the 372

question is in the target language (ENPrefTG). 373

ENPrefEN = AccEN,EN✓ − AccEN,TG✓ (5) 374

ENPrefTG = AccTG,EN✓ − AccTG,TG✓ (6) 375

The intuition is that, if the accuracy of the judge 376

model is higher when the correct answers are in 377
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FR ES IT PT DE ID ZH KO JA AR HI BN SW YO

GPT-5.1

Qwen3-235B-A22B

Aya-Expanse-32B

Llama3.3-70B

M-Prometheus-14B

Prometheus2-8x7B

Qwen3-30B-A3B

0.874 0.868 0.870 0.870 0.864 0.871 0.848 0.867 0.868 0.862 0.862 0.859 0.829 0.773

0.817 0.820 0.814 0.818 0.810 0.802 0.811 0.795 0.792 0.777 0.781 0.764 0.693 0.631

0.803 0.808 0.807 0.804 0.801 0.799 0.794 0.794 0.791 0.785 0.771 0.704 0.646 0.631

0.819 0.817 0.816 0.818 0.805 0.809 0.814 0.806 0.804 0.794 0.797 0.785 0.427 0.429

0.722 0.721 0.710 0.710 0.705 0.692 0.714 0.690 0.692 0.675 0.644 0.638 0.575 0.551

0.737 0.725 0.724 0.725 0.711 0.673 0.682 0.662 0.663 0.624 0.611 0.606 0.592 0.569

0.714 0.721 0.721 0.712 0.705 0.713 0.683 0.658 0.646 0.656 0.649 0.649 0.555 0.328
0.4

0.5

0.6

0.7

0.8

Ac
cu

ra
cy

Figure 5: Inter-language judging performance across models and languages. Each cell shows accuracy when
comparing English and target language answers, averaged across all four configurations. Models are sorted by
average performance across all languages (top to bottom), languages are sorted by average performance across all
models (left to right).

English compared with when the answers are in378

the target language, it means the model is actually379

inclined to choosing English answers rather than380

being able to solve every question correctly. We381

than compare ENPrefEN with ENPrefTG to inves-382

tigate how does the model’s bias change when the383

question language changes. The results are shown384

in Figure 12. We can observe that the scatter points385

mostly fall into the first and fourth quadrants, which386

shows that in most cases, LLMs are biased towards387

selecting the English answer when the question is388

presented in English. Regarding the models’ pref-389

erence when the question is presented in the target390

language, some models almost always prefer En-391

glish answers (e.g. Aya-Expanse-32B), some oth-392

ers almost always prefer target language answers393

(e.g. M-Prometheus-14B), while others fall in the394

middle where their preferences depend on specific 395

target languages (e.g. Prometheus2-8x7B). 396

6 Is Language Bias really Low Perplexity 397

Bias? 398

In this section, we examine whether language bias 399

in judging answers stems solely from an LLM’s 400

unfamiliarity with a language, as manifested by 401

high perplexity on answers in that language. 402

6.1 Data preprocessing 403

To investigate this problem, we need to calculate 404

two things. First, we need the judge models’ pref- 405

erences for the first option compared to the other, 406

as defined by the difference in log probability be- 407

tween choosing the two options. Second, we need 408

to compute the judge models’ perplexities of each 409
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Figure 6: Question language effect versus answer lan-
guage effect in the inter-language setting. Points above
the diagonal indicate more effect caused by answer lan-
guage; points below indicate more effect caused by
question language.

option. This is done through three steps: (1) input410

the question to the model and get its answer; (2)411

substitute the answer component in the model’s out-412

put with the content of the option; (3) calculate the413

model’s perplexity with respect to the option con-414

tent. We also need to filter the dataset to remove415

questions that do not fit in this process. Imple-416

mentation details regarding data preprocessing are417

shown in Appendix E.418

6.2 Preference-Perplexity Relationship419

We first examine the relationship between LLM420

judge preference and the perplexity difference be-421

tween the two options.422

Figure 7 shows the scatter plot of all data points’423

model preferences and log perplexity differences424

across all four inter-language settings described in425

Table 1. We can observe the following:426

Slight negative correlation between log perplex-427

ity difference and model preference. For all428

the settings, we only observe a slight negative cor-429

relation of around -0.3 to -0.4 between the two430

compared variables. This is a initial sign that the431

preference of the judge model can not be fully ex-432
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Figure 7: M-Prometheus-14B’s preference log proba-
bility difference vs. perplexity log difference when the
Chinese answer is correct and the English answer is
incorrect, with the Pearson correlation coefficient in the
yellow box.

plained by perplexity. 433

Judge model exhibits language bias beyond per- 434

plexity. Comparing the two figures in each col- 435

umn in Figure 7, we can observe that the scatter 436

plot shifts upward in the top figure compared to 437

the bottom figure in each column. This means that 438

given a fixed log perplexity difference value, the 439

model is more inclined to choosing the first En- 440

glish option when the other answer is in Chinese 441

compared with when the other answer is in English. 442

This further demonstrates that language bias exists 443

even when log perplexity difference between op- 444

tions are the same, which indicates that there exists 445

language bias beyond perplexity. 446

6.3 Quantifying Language Bias Beyond 447

Perplexity 448

In this section, we quantify how significantly per- 449

plexity and other language effects beyond perplex- 450

ity affect the judging process. We introduce two 451

linear regression models: a reduced model with 452

only perplexity as variable, and a full model with 453

both perplexity and language as variables, repre- 454

sented in Equation 7 and 8, respectively. 455

y = α0 + α1∆ppl (7) 456

y = β0 + β1∆ppl +
N∑

n=1

γn 1(l = n) (8) 457
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Figure 8: M-Prometheus-14B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are cor-
rect and second-language answers are incorrect.

Here, y denotes signed preference (y > 0 im-458

plies preference for answer 1), ∆ppl is the log per-459

plexity difference, and 1(l = n) indicates whether460

the current data point is in language n or not, where461

the value is 1 if yes and 0 if not. We then calculate462

the incremental R2 of the full model compared to463

the reduced model, which measures how much ad-464

ditional variance of y is explained by the introduc-465

tion of the language terms 1(l = n). The results466

for M-Prometheus-14B are shown in Figure 8, and467

other results are shown in Appendix G. In order to468

verify the statistical significance of the incremental469

R2, we also conduct a F-test detailed in Appendix F470

and G.471

From the results, we observe that low-resource472

languages such as Yoruba (YO) exhibit the largest473

incremental R2, indicating that the judge model’s474

disfavor toward answers in these languages cannot475

be explained by perplexity alone. In contrast, high-476

resource languages such as Chinese (ZH) show477

substantially smaller incremental R2, suggesting478

that language identity contributes less additional479

explanatory power beyond perplexity in these cases.480

Overall, language bias affecting low-resource lan-481

guages is less attributable to perplexity, whereas for482

high-resource languages, while language-specific483

bias beyond perplexity is present, its contribution484

to the overall variance of model preference is com-485

paratively limited.486

7 Conclusion487

In this paper, we conducted a systematic study of488

language bias in pairwise LLM-as-a-judge. We489

studies two different settingsL same-language judg-490

ing and inter-language judging.491

Our analysis reveals several consistent patterns.492

First, in same-language judging, we observe sub- 493

stantial performance disparities across languages 494

from different regions, with European languages 495

consistently outperforming Asian and African lan- 496

guages. These disparities are more pronounced 497

in culturally and socially grounded subjects that 498

involve more language-specific features than in 499

STEM domains. 500

Second, in inter-language judging, most models 501

exhibit a clear preference for English answers when 502

presented alongside answers in other languages, 503

regardless of which answer is correct. We also 504

show that answer language plays a more dominant 505

role than question language in driving this bias. 506

Finally, we investigated whether language bias 507

can be reduced to low-perplexity bias. While we 508

find a measurable correlation between preference 509

and perplexity difference, our regression and F- 510

test analyses demonstrate that language identity 511

explains significant additional variance beyond 512

perplexity alone, especially for low-resource lan- 513

guages. This provides strong evidence that lan- 514

guage bias is not merely an artifact of fluency or 515

likelihood, but reflects deeper representational and 516

evaluative asymmetries within judge models. 517

In summary, our findings highlight that language 518

bias remains a fundamental limitation of current 519

pairwise LLM-as-a-judge systems. We hope that 520

our findings provide insights for future research 521

and applications in multilingual LLM-as-a-judge. 522

Limitations 523

Limitations and potential future directions of our 524

paper include the following: 525

• In the data preprocessing process in Sec- 526

tion 6.1, we cannot fully mitigate the portion 527

of perplexity that are not related to the answer 528

choices, like answer framing style mismatch 529

and answer phrasing style mismatch. We also 530

cannot manually verify the correctness of the 531

automatically generated “styled responses” by 532

GPT-4.1 because of the infeasible workload. 533

Therefore, there might be noises in the col- 534

lected perplexity data that may cause the R2 535

in the reduced linear regression to be smaller 536

than the ground truth value, and causing the F- 537

statistic of the languages to be falsely higher. 538

• Most recent LLMs include reasoning, which 539

could potentially influence the output of LLM- 540

as-a-judge. In our experiments, although we 541

8



included GPT-5.1 with reasoning mode, we542

did not consider the potential impact of rea-543

soning in our perplexity experiments.544
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A Dataset Preprocessing699

As discussed in Section 3.1, in this paper, we con-700

duct pairwise LLM-as-a-judge on MMMLU. In701

order to convert MMMLU into a pairwise compari-702

son format, we keep the ground-truth (GT) option703

as the chosen answer, and choose the adjacent in-704

correct answer as the rejected answer in a cyclic705

order, for example, if GT is A, the rejected answer706

is B; if GT is D, then the incorrect answer is A. The707

total number of questions in the processed dataset708

remains unchanged.709

In our experiments, we require the dataset to710

contain questions and options that are written in711

the target language, instead of only non-language-712

relevant content such as math formulations. To713

satisfy this requirement, we first preprocess the714

original MMMLU dataset. Concretely, for each715

question, we check if all four options contain char-716

acters from the target language. Questions will717

only be retained when they pass the character veri-718

fication of all 14 target languages simultaneously.719

After preprocessing, the dataset contain 11,478 par-720

allel questions for each language.721

B Prompt Templates and Model722

Configuration723

In this section, we list the prompt templates and724

model configurations used in all our experiments.725

Pairwise Comparison We adopt a pairwise726

LLM-as-a-judge paradigm, in which models act727

as judges to choose a better answer between two728

compared options. The basic prompt template is:729

Basic Prompt

[System]
You are an impartial judge. Compare the two
answers and select the better one.
The answer language should not be one of the
aspects you consider.
Instructions:

– Respond with ONLY the number 1 or 2
– Do NOT write “Answer 1” or “Answer 2”
– Do NOT provide any explanations
– Do NOT write anything else

[User]
Question: {question}
Answer 1: {answer_1}
Answer 2: {answer_2}
Your response:

730

The basic prompt explicitly requires models to731

ignore answer language, separating the language 732

bias from the fair judgment of the answer. 733

Inference Configuration For all models, we 734

use greedy decoding (temperature = 0.0) with 735

max_tokens = 3, as the task only requires out- 736

putting “1” or “2”. We also collect top-5 log proba- 737

bilities for further analysis. 738

Table 2: Experiment setting

Experiment Question Lang Answer Lang

Exp 1 English English
Exp 2 Target English
Exp 3 English Target

C Full Results for Effect of Question 739

Subject 740

In this section we show the complete result of the 741

question subject experiments in Section 4.3. The 742

heatmap of language bias averaged over all models 743

for each subject subcategory is shown in Figure 9. 744

The performance of all compared models other than 745

Prometheus2-8x7B (see Figure 4) on each subject 746

category is shown in Figure 10 and Figure 11. 747

D Full Results for Answer Language 748

Preference 749

In this Section we show the full results of the an- 750

swer language preference experiment in the inter- 751

language setting. The results are shown in Fig- 752

ure 12. 753

E Perplexity Collection Pipeline Details 754

Perplexity measures how “surprised” an LLM is by 755

a candidate answer when conditioned on the ques- 756

tion, providing a likelihood-based signal of answer 757

compatibility with the model’s internal distribution. 758

To isolate the answer content from prompt boiler- 759

plate, we compute masked perplexity only over the 760

answer span. Let x1, . . . , xT denote the prompt 761

tokens and mi ∈ {0, 1} indicate whether token i 762

belongs to the core answer: 763

PPLmask = exp

(
− 1∑T

i=1mi

T∑
i=1

mi log p(xi | x<i)

)
. 764

A key challenge is that naively concatenating the 765

question with the dataset answer can yield artifi- 766

cially high perplexity, not because the answer is 767
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Figure 9: Heatmap of language bias measured as the accuracy gap between English-only evaluation and same-
language non-English evaluation. Each cell reports the difference in LLM-as-a-judge performance when both the
question and answers are in English versus when both are in the target language, across subject subcategories and
languages.
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incorrect, but because it does not match the model’s768

characteristic response style. To address this, we769

employ a three-step pipeline that fuses the model’s770

natural answering style with the dataset answer:771

1. Collect natural response: Present the ques-772

tion to the LLM without revealing candidate773

answers to obtain its natural response.774

2. Fuse response style: Use GPT-4.1 to syn-775

thesize a response that preserves the model’s776

style while replacing substantive content with777

the dataset answer.778

3. Generate perplexity: Feed the synthesized779

response to the LLM, extract logits over the780

core answer tokens (marked by “<answer>”781

tags), and compute masked perplexity.782

This approach ensures that perplexity reflects the783

model’s assessment of answer content rather than784

stylistic mismatch. Below we provide implementa-785

tion details for each step.786

E.1 Step 1: Collecting Natural Responses787

We present each question to the LLM without re-788

vealing candidate answers to obtain the model’s nat-789

ural response. These responses typically begin with790

boilerplate phrasing reflecting the model’s stylis-791

tic tendencies (e.g., “The answer is...” or “This792

phenomenon occurs because...”).793

Prompt used to collect natural responses:794

Prompt for Generating Natural Responses
to Questions

[System]
Please CONCISELY answer the question in [lan-
guage_name] WITHOUT reasoning or explana-
tion.
[User]
[question]

795

E.2 Step 2: Fusing Response Style with796

Dataset Answers797

Given the model’s natural response, we use GPT-798

4.1 to synthesize a response that preserves the799

model’s style while replacing the substantive con-800

tent with the dataset answer.801

Prompts used for style fusion:802

Prompt for Generating Synthesized Re-
sponses that Fuses Dataset Answers with
an LLM’s Response Style

[System] You are a helpful assistant. The user
is going to provide you a question, an LLM’s
response to the question, and two extra answers.
Your task is to merge the style of the LLM’s re-
sponse with the two given answers, and produce
two responses that have the same meaning as the
given answers but in the style of the LLM’s re-
sponse.
The two synthesized responses must be IDENTI-
CAL except for the very essence of the answers.
The essence of the answers in the two responses
should be enclosed in <answer> and </answer>
tags.
If the LLM’s response contains any content that is
related to the decision of the answer, you should
discard it in the synthesized responses.
Here is an example:
Question: Judge the following statements: 1+1=3.
All integers are either even or odd.
LLM’s Response: The first statement is incorrect.
1+1=2. The second statement is **correct**. All
integers are either even or odd.
Answer 1: True, True Answer 2: False, False Your
final output:
"response_1": "The first statement is <an-
swer>true</answer>. The second statement is
**<answer>true</answer>**."
"response_2": "The first statement is <an-
swer>false</answer>. The second statement is
**<answer>false</answer>**."
Begin your response with your first trial of gen-
erating the two synthesized answers WITHOUT
using JSON format. Then check the following:
1. Is the essence of the answers enclosed in <an-
swer> and </answer> tags while the rest of the
content is in the style of the LLM’s response?
2. Apart from the content inside the <answer>
tags, are the two responses identical?
3. Does the content outside the <answer> tags
reveal the decision of the answers? If so, it should
be removed.
4. Are the details from the LLM’s response faith-
fully preserved, including letter cases and special
decorations like “"**" for bold?
5. Did you make up styles or sentence framing
that do not exist in the LLM’s response? If the
LLM’s response contains only the direct answer
without any framing, then wrap the answer with
<answer> tags directly without adding any other
styles or sentence framing.
Finally, output the final version of the two re-
sponses in JSON format with keys "response_1"
and "response_2".
[User]
Question: [question]
LLM’s Response: [response]
Answer 1: [answer_correct]
Answer 2: [answer_incorrect]

803
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E.3 Example of Styled Response Synthesis804

The following real example illustrates how we syn-805

thesize styled responses:806

Example of Styled Response Synthesis

[Question]
To say that an action is intrinsically permissible (a
feature mentioned in the doctrine of double effect)
is to say that
[LLM’s Natural Response]
the action is morally acceptable in itself, regard-
less of its consequences.
[Correct Answer from Dataset]
the action, apart from its effects, is morally per-
missible.
[Incorrect Answer from Dataset]
the action, only because of its effects, is morally
permissible.
[Synthesized Correct Response]
the action is <answer>apart from its effects,
morally permissible</answer>, regardless of its
consequences.
[Synthesized Incorrect Response]
the action is <answer>only because of its effects,
morally permissible</answer>, regardless of its
consequences.

807

E.4 Step 3: Computing Masked Perplexity808

After obtaining synthesized responses, we concate-809

nate the question prompt with each response (re-810

moving the “<answer>” tags) and feed the com-811

bined prompt to the LLM to obtain logits. We812

construct a mask over the core answer span (previ-813

ously enclosed by the tags) and compute masked814

perplexity using only those logits.815

F F-Test Details816

To determine whether the language bias observed in817

judge LLMs can be fully attributed to the model’s818

unfamiliarity with specific languages, we employ a819

nested F-test framework. Our approach compares820

two linear regression models: a reduced model that821

depends solely on perplexity, and a full model that822

incorporates both perplexity and language-specific823

effects. By comparing the goodness-of-fit between824

these models, we can quantify the extent to which825

language identity contributes to preference bias826

beyond what perplexity alone can explain.827

F.1 Model Specifications828

We define two linear models:829

Reduced Model (Perplexity Only): 830

yi = α0 + α1∆ppli + ϵi 831

Full Model (Perplexity + Language): 832

yi = β0 + β1∆ppli +
N∑

n=1

γn 1(li = n) + ϵi 833

where: 834

• yi is the preference for answer 1 over answer 835

2, measured as the log probability difference 836

• ∆ppli is the log perplexity difference between 837

the two answers 838

• 1(li = n) is an indicator variable that equals 839

1 if sample i belongs to language pair n, and 840

0 otherwise 841

• N is the total number of distinct language 842

pairs in the experiment 843

• ϵi is the error term 844

Language Pair Encoding: We use language 845

pairs rather than individual languages because 846

preference statistics inherently require comparing 847

two answers in potentially different languages. 848

Language-specific bias is characterized by how the 849

preference-perplexity relationship varies across lan- 850

guage pairs. For instance, if this relationship differs 851

between “English (correct) vs. English (incorrect)” 852

and “English (correct) vs. Chinese (incorrect),” we 853

can attribute the variance to Chinese-specific ef- 854

fects beyond perplexity. 855

We use English as the reference language in all 856

pairs because it is the most prevalent language in 857

LLM pre-training corpora. Each indicator variable 858

1(li = n) corresponds to a language pair “English 859

vs. language n,” where language n represents one 860

of the 14 non-English languages in our dataset. 861

The reduced model has kred = 2 parameters 862

(α0, α1), while the full model has kfull = 2 + N 863

parameters (β0, β1, and N language coefficients 864

γn). 865

F.2 Experimental Design 866

For each judge model and correctness configuration 867

(e.g., English correct vs. non-English incorrect, or 868

vice versa), we conduct two complementary exper- 869

iments: 870
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Aggregated Analysis We pool samples from all871

language pairs (English vs. each of 14 non-English872

languages) into a single aggregated dataset. Each873

sample retains its language pair identity through874

indicator variables. The full model learns 16 pa-875

rameters: one intercept (β0), one perplexity co-876

efficient (β1), and 14 language pair coefficients877

(γ1, . . . , γ14). This yields a single R2 improvement878

metric that captures the overall contribution of lan-879

guage identity across all non-English languages.880

Pairwise Analysis To isolate the effect of each881

individual language, we perform targeted compar-882

isons between the baseline pair (English vs. En-883

glish) and each target pair (English vs. language n).884

This setup uses 4 parameters: one intercept, one885

perplexity coefficient, and two language pair indica-886

tors. By measuring how the preference-perplexity887

relationship shifts from the baseline to each target888

language, we obtain language-specific R2 improve-889

ments for all 14 non-English languages.890

F.3 Model Training891

Both the reduced and full models are trained on892

identical datasets using the Adam optimizer with893

the following configuration:894

• Learning rate: 0.001895

• Loss function: mean squared error (MSE)896

• Convergence criterion: early stopping trig-897

gered when validation loss plateaus898

After training, we evaluate model fit using the899

coefficient of determination:900

R2 = 1−
∑

i(yi − ŷi)
2∑

i(yi − ȳ)2
901

where ŷi denotes the model’s prediction for sample902

i and ȳ is the mean of all observed values. The903

R2 metric quantifies the proportion of variance in904

preference scores explained by the model.905

F.4 Statistical Testing906

To assess whether language identity contributes907

significantly to preference beyond perplexity, we908

perform a nested F-test comparing the reduced and909

full models.910

Hypotheses:911

H0 : γ1 = γ2 = · · · = γN = 0912

H1 : ∃n ∈ {1, . . . , N} such that γn ̸= 0913

where H0 is the hypothesis that language has no 914

additional effect and H1 is the hypothesis that lan- 915

guage contributes beyond perplexity. 916

Test Statistic: 917

F =
(R2

full −R2
red)/(kfull − kred)

(1−R2
full)/(Nsamples − kfull)

918

The numerator captures the incremental vari- 919

ance explained per additional parameter in the full 920

model, while the denominator normalizes by the 921

unexplained variance per degree of freedom. Here, 922

Nsamples denotes the total number of samples in the 923

dataset. 924

Under H0, the F-statistic follows an 925

F -distribution with degrees of freedom 926

(kfull − kred, Nsamples − kfull), which simplifies 927

to F (N, Nsamples − 2 − N) in our experimental 928

setup. 929

F.5 Interpretation 930

A statistically significant F-test (large F-statistic, 931

small p-value) rejects H0 and provides evidence 932

that: 933

1. Language-specific bias exists: Language 934

identity contributes to preference beyond what 935

perplexity alone can explain. 936

2. Systematic variation across languages: The 937

model’s preference behavior differs systemati- 938

cally across language pairs, even after control- 939

ling for perplexity differences. 940

3. Bias is not reducible to familiarity: The ob- 941

served language bias cannot be fully attributed 942

to varying perplexity levels (i.e., model unfa- 943

miliarity with certain languages). 944

The magnitude and sign of individual language 945

coefficients γn reveal language-specific bias pat- 946

terns. Positive γn values indicate that the model 947

favors language pair n beyond what perplexity pre- 948

dicts, while negative values indicate disfavor. The 949

R2 improvement quantifies the practical signifi- 950

cance of language effects: larger improvements 951

indicate that language identity plays a substantial 952

role in shaping model preferences. 953

G F-Test Results 954

The R2 difference results for tested models can be 955

seen in figure 8, 13, 14, 15, 16, 17, 18 and 19. 956

The F-statistic results for tested models can be 957

seen in figure 20 and 21. 958
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H Prompt for Filtering Dataset for959

Perplexity960

Many of the questions in the original dataset are961

not suitable for collecting perplexity because they962

are open-ended to an extent that it is impossible963

for the LLM to come up with the exact same an-964

swer as the ground truth. For example, the question965

“Which of the following is true?" would greatly966

confuse an LLM, and instead of giving a random967

true statement, it is more likely to ask for choices968

or clarification, so the perplexity of answering one969

of the choices will be very large and not meaning-970

ful. To identify and filter out such question and971

answer pairs, we use GPT-5 and give it the follow-972

ing prompt:973

Prompt for Filtering Dataset for Perplexity

[System]
You are a helpful assistant. The user will provide
a multiple choice question, 4 answer choices and
the correct answer. Your task is to judge whether
there is a reasonably high chance for a sufficiently
intelligent being to output the exact correct answer
among the four choices, even if the choices are not
given. Questions that fail to meet this requirement
may include:
- Questions that contain ’Which of the following...’
or similar phrasing. This makes it impossible to
hit the correct answer without seeing the choices.
For example, ’Which of the following has a red
color?’ A: apple. B:...
- Questions that are open-ended to an extent that
the correct answer cannot be hit with a reasonable
chance without seeing the choices. For example,
Shakespeare has the motto ___. A: To thine own
self be true. B:...
Please note that if a question has a fixed answer
but with multiple possible phrasings, it is still
valid. For example, What was the most important
finding by the House of Lords in the Pinochet
case? A: The Pinochet case confirmed that all
public acts enjoy immunity. B:...
Your output should only contain either ’VALID’ or
’INVALID’, without any additional explanation.
[User]
Question: [question]
Answer1: [answer1]
Answer2: [answer2]
Answer3: [answer3]
Answer4: [answer4]
Correct answer: [correct answer]

974

I AI Usage Statement 975

During the completion of this project, we used 976

LLMs to 1) summarize and facilitate understand- 977

ing of related works, 2) accelerate coding and de- 978

bugging, and 3) polish our writing and check for 979

grammar errors. The core ideas of this paper are 980

our own, and we have double-checked all LLM- 981

generated outputs to make sure they are consistent 982

with our intentions. 983
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(c) M-Prometheus-14B

Figure 10: Language bias heatmaps for Aya-Expanse-32B, Llama3.3-70B, and Prometheus-14B across subject
categories and languages.
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Figure 11: Language bias heatmaps for Qwen3 models across subject categories and languages.
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Figure 12: English answer preferences under different question languages. Each point represents a target language.
The x-axis shows ENPrefEN , the preference for English answers when the question is in English, and the y-axis
shows ENPrefTG, the preference for English answers when the question is in the target language.
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Figure 13: M-Prometheus-14B’s R2 decomposition:
perplexity contribution (bottom) and additional lan-
guage contribution (top) when first-language answers
are incorrect and second-language answers are correct.
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Figure 14: Llama 3.3 70B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are cor-
rect and second-language answers are incorrect.
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Figure 15: Llama 3.3 70B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are in-
correct and second-language answers are correct.
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Figure 16: Aya-Expanse-32B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are cor-
rect and second-language answers are incorrect.
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Figure 17: Aya-Expanse-32B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are in-
correct and second-language answers are correct.
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Figure 18: Qwen3-30B-A3B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are cor-
rect and second-language answers are incorrect.
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Figure 19: Qwen3-30B-A3B’s R2 decomposition: per-
plexity contribution (bottom) and additional language
contribution (top) when first-language answers are in-
correct and second-language answers are correct.
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Figure 20: All models’ F-statistics corresponding to each language when first-language answers are correct and
second-language answers are incorrect.
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Figure 21: All models’ F-statistics corresponding to each language when first-language answers are incorrect and
second-language answers are correct.
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